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Cover page: Aggregate damage functions for a reinforced concrete building from the seminal work on 
California earthquake building vulnerability, ATC-13 (1985, 2002). This is one of the most widely used libraries 
of earthquake damage functions, globally. Solid lines show original ATC-13 curves; dotted lines show one of 
the adjustments proposed by and used in this study, designed to add probability mass to the zero and near-
zero damage thresholds. 
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1 Executive Summary 
ü Earthquake catastrophe (‘CAT’) models commonly appear to have escaped calibration to match 

normalized insurance industry loss experience across the first few decades of the EP curve. This is 
important because the lower tail (50 years and below) of the loss distribution can make an important 
contribution to the overall expected loss in many earthquake-prone territories. Recalibrating this part of 
the loss distribution could reduce the expected loss (AAL) of proportional treaties and working CAT XL 
contracts that attach at or from near the ground up, respectively, thereby potentially benefitting the 
technical pricing of these contracts. 

ü Lack of model calibration is likely to be due to the absence of major earthquakes affecting major populated 
areas in earthquake-prone territories. Most territories have simply not seen enough (or even any) 
significant earthquakes in the past few decades to make lower tail calibration efforts worthwhile. Lack of 
calibration is reflected in the model results, e.g. the 1 in 25 year loss can be 1/3rd or more of the 1 in 200 
year loss in territories that have not seen an event in populated areas for two, three or even four decades. 

ü In these cases the modelling implies that we have simply been lucky and that an alternative version of 
history would have generated events in populated areas at a rate closer to that of the model. This ignores 
the existence of possible biases within the models that may cause them to inflate the frequency and/ or 
severity of earthquake losses in the lower tail of the loss distribution. These biases potentially include (1) 
overstated stochastic event rates1; (2) understated probability mass at zero and near-zero damage 
thresholds in damage functions using beta distributions; and (3) use of certain routines for aggregating 
building damage distributions to portfolio level that can generate higher portfolio damage ratios than 
others, especially when higher correlation weights are used. 

ü This study examined the impact on the portfolio damage ratio caused by (2) and (3) on a repeat of the 
1994 Northridge earthquake, the last major earthquake to affect North America. It did this by comparing 
the difference in model loss using unadjusted and adjusted damage functions, with damage aggregated 
to portfolio level using four different aggregation routines. 

ü This showed that the minor damage function adjustments made here caused a 4% to 8% reduction in 
Mean Damage Ratio (MDR) for buildings exposed at the lower end of the damaging intensity spectrum 
(MMI 6 – 7). Given that such adjustments are likely to fall within the bounds of uncertainty of the damage 
functions, the MDR impacts observed appear a defensible alternative outcome of the modelling. Such 
events are likely to dominate the lower tail of the earthquake loss distribution. This implies that mean 
losses of such events may be discounted. The actual adjustment made needs to be calibrated by model. 

ü Certain loss aggregation routines and correlation weights are more likely than others to create wider 
portfolio-level damage distributions (PDD), in effect causing greater probability of larger losses when 
carried forward to the ‘EP with secondary uncertainty’ loss calculations. Models with positive correlation 
weights are likely to experience ‘over-correlation’ in earthquake events with weaker ground motions (such 
as dominate the lower tail of the loss distribution) where a correlation weight is imposed that is more 
suited to events with strong ground motions (as dominate the upper tail of the loss distribution). Over-
correlation is likely to lead to an inflated lower tail. 

ü Further work is needed to develop a publicly accessible method for the physically implementation of 
adjustments designed to correct for lower tail bias in vendor CAT model results (ELTs, YLTs). See Section 8 
for an overview. 

 

  

 
1 Factor 1 (event rates) was not investigated here because it varies so much by territory, by model and by historic time frame. 
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2 Overview 
Earthquake catastrophe (‘CAT’) models in many cases appear to have escaped calibration to indexed insurance 
industry loss experience across the first few decades of the EP curve. This is principally because most territories 
have not seen enough (or even any) earthquake loss events in the past few decades to make lower tail 
calibration efforts worthwhile or meaningful. The reader with access to earthquake CAT model results can 
confirm this for themselves by comparing the first thirty years of the loss exceedance probability (EP) curve 
against indexed industry loss experience over the same timescale. In territories that have not experienced 
significant earthquake losses in recent times, the lower tail of the loss EP curve typically bears little 
resemblance to indexed loss experience. The author recently saw earthquake model results where the OEP 
1:25 loss was 1/3rd of the 1:200 loss, in a territory where the last major earthquake in the peak insurance zones 
was back in the 1970s. The lack of calibration of the lower tail (i.e. at short return periods) of the loss 
distribution directly reflects the fact that earthquake is a ‘low frequency’ peril (especially when compared with 
atmospheric perils), in that events causing significant damage only occur once in several decades or less in 
most territories (aftershocks excluded). In the New Madrid area of the south-central United States, the last 
major earthquake2 was in 1812; in the San Francisco Bay area, it was in 1989 (Loma Prieta); in Australia, also 
in 1989 (Newcastle); in China, in 1976 (Tangshan); and in India, in 2001 (Bhuj). In all of these cases the 
modelling implies that we have simply been lucky because events that could have happened have not; and 
that an alternate version of history would most likely generate losses closer to those of the model. Whether 
such asserted ‘good fortune’ is really the case is of commercial significance because losses at short return 
periods can contribute heavily to the expected loss in many models. Calibrating the lower tail of the loss 
distribution to better reflect indexed historic loss experience in such cases (Figure 1) would adjust the 
modelled expected loss of primary insurance policies, proportional treaties (which usually attach from the 
ground up) and working CAT Excess of Loss (CAT XL) and XL layers in Direct & Facultative reinsurance contracts. 

 

Figure 1. Illustrative example of inflated lower tail (red curve) of an earthquake CAT model’s loss exceedance probability (EP) 
curve output. Blue curve shows the curve once adjusted to better reflect historical seismicity. 

Adjusting the lower tail should of course be done only if there are good technical grounds for doing so. This 
paper assesses whether three such grounds are capable of causing ‘modelling bias’, which, if detected, would 
provide a sound case for model adjustment. 

  

 
2 That would cause a significant insured loss if it occurred today. 
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3 Likely Causes of Modelling Bias 
This section outlines three possible sources of bias in the modelling that are likely to contribute to inflation 
of the lower tail of the loss distribution from earthquake CAT models. 

3.1 Event Rate Overprediction 
Overestimation of the expected frequency of smaller magnitude crustal earthquakes is an obvious potential 
cause of an inflated lower tail to the earthquake loss distribution. Eliminating the “overprediction bulge” of 
earthquakes in the magnitude range Mw6.5 – 7.0 (relative to historical seismicity) was a key objective for the 
2015 update to the USGS model for California earthquake (UCERF 3.0)3 (Figure 2). It stands to reason that 
other seismically active areas that are less studied (i.e. most of the world) could also suffer from misprediction 
of earthquake rates. This will vary both between territories and between hazard models for the same territory. 
Rate misprediction was not investigated further in this report, because any conclusions reached would be 
specific to a given territory. This however stands as a potential driver of lower tail loss inflation and hence is 
an area that needs to be assessed when considering adjustments to model results. 

This should only be done when one is certain that the entire original stochastic event set is being adjusted and 
not a subset of the event set that has been ‘boiled down’ to improve model runtime using an unknown 
optimization algorithm by the model vendor. In the example in Figure 2, the USGS has access to the full UCERF 
hazard model and hence is able to adjust it as it pleases. This is also the case when vendors adjust their own 
CAT models (for example, to optimize them to improve model runtime), but not when licensees adjust an 
‘already adjusted’ model. 

 
Figure 2. Graph showing California-wide magnitude-frequency distributions for UCERF2 and Mean UCERF3. The UCERF3 model does not 

have the overprediction bulge around M6.5–M7 (the “bulge”, arrowed) that was present in UCERF2. Source: Fig. N17 in USGS (2013). 
 

3.2 Probability of Zero Damage 
Damage functions commonly use beta distributions to represent the severity distribution of damage that can 
result when a property is exposed to strong ground motions. Beta distributions have zero probability of 
damage when the x-axis (damage in this case) value is zero, meaning that they are unable to represent greater-
than-zero probability of zero damage. This is appropriate for representing damage to an aggregate of buildings, 
where the resulting damage (to concrete and masonry buildings at MMI4 6 onwards) will always exceed zero. 
However, in practice, damage functions are usually applied at the level of individual buildings in CAT models5. 

 
3 See: http://www.wgcep.org/UCERF3 
4 Modified Mercalli Intensity, MMI, see Section Error! Reference source not found. for description of the scale. 
5 With the exception of terrorism models, it is unlikely that major model vendors will have gone to the effort of developing damage 
functions suitable for application to individual buildings. This can be proven by simply analysing a single reinforced concrete building 
in a vendor CAT model and plotting the severity distribution of the event causing the largest loss. Even if the event is nearby, the 
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This allows a ‘ground up’ damage distribution to be generated to which insurance policy conditions at coverage 
and building level can then be applied. Applying an aggregate damage function at individual building level can 
understate the probability of zero damage. Depending on the shape of the damage function it can additionally 
understate the probability of damage at thresholds close to zero. This is illustrated in Figure 3, which shows a 
steep drop-off in the probability mass close to the zero damage threshold between MMI 6 – 7. The MMI 6 
curve (black) has 30% of its probability mass at or below a damage ratio of 0.005 (0.5%). The equivalent figure 
for the MMI 6.2 curve (blue) is 14%; at MMI 6.6 (green) it is only 5%; and at MMI 6.8 (purple) it is 0%. In other 
words, at MMI 6.6, given an aggregate of 100 buildings exposed to this shaking, only 5 would be expected to 
have a damage ratio of 0.5% or less. If this ‘probability drop-off’ is too steep then the likelihood of lower 
(including zero) damage will be understated between MMI 6.2 – 7.0, to varying degrees. Understatement of 
the probability of lower levels of damage (including zero damage) will mean that event mean losses will be 
larger than they should otherwise be. This is an issue specifically with earthquake events causing shaking in 
the range MMI 6 – 7, as commonly dominate the lower tail of earthquake loss distributions. 

 

Figure 3. Aggregate damage functions for reinforced concrete buildings in California with a concrete shear wall lateral load 
resisting system. Facility class 7 from ATC-13 (1985, 2002). Beta distribution shape parameters were interpolated at MMI 

0.2 increments between MMI 6 and 7. Vertical dashed line shows 0.5% damage ratio. 

3.3 Correlation during Aggregation 
Correlation here refers to the similarity of damage ratio suffered by two or more buildings when exposed to 
the same event. Correlation is important as it influences the overall variance of the portfolio damage 
distribution that results when building damage distributions are aggregated together. This in turn determines 
the secondary uncertainty6 at portfolio level, which is a key input into the loss exceedance probability 
calculations. Correlation is difficult to implement accurately in a CAT model because the relationships between 
damage distributions are complex. Parameters that need to be considered in an earthquake model include 
ground and building shaking intensity; construction characteristics; foundation and soil types; distance 
between correlating locations; and apparently random behavioral effects that exploit previously unknown 
building defects. These relationships are complicated enough when considering correlation of damage 
between two locations, let alone between thousands of locations in a property portfolio and across thousands 
of different stochastic earthquake events. Any relationships defined are also likely to be specific to a particular 

 
distribution should have a low mean damage ratio (appropriate to that of an aggregate of buildings, e.g. 0.2 or less) and a maximum 
damage ratio of no more than about 0.6. In contrast, maximum damage ratios of individual buildings can in reality range as high as 1.0 
given exposure to very strong ground motions. 
6 Secondary uncertainty is also widely informally known as ‘damage’ uncertainty. This is the conditional probability distribution of 
damage that may result given that an event has actually occurred. 
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event and are unlikely to be generically applicable to the entire stochastic event set. Current CAT modelling 
approaches necessarily lack finesse in the face of such combinatorial complexity. In practice, model developers 
are faced with three mutually exclusive choices when seeking to represent correlation: 

(1) Parametric correlation. This approach assumes a fixed correlation weight between building-level damage 
distributions (denoted by ‘f’ in Equation 1). 

Equation 1. Equation used in parametric correlation, from Dong & Wong (2000). 
 

𝜎! = 	𝑓%𝜎"# + (1 − 𝑓)	√%𝜎"#$
%

#&'

%

#&'

 

 

f = Portfolio correlation weight (0 to 1). 
𝜎! = Standard deviation of portfolio damage. 
𝜎" = Standard deviation of damage to the location. 

This effectively blends the standard deviations in accordance with the correlation weight, which can 
potentially range from 0 (uncorrelated) to 1 (fully correlated). The correlation weight makes a major 
difference to the overall combined standard deviation at portfolio level. Increasing it will increase the 
standard deviation of the portfolio damage distribution, which in turn will increase the damage EP curve 
(as there is a greater probability of higher damage). The problem is that the correlation weight is 
commonly fixed on a ‘one size fits all’ basis, applying to all events and all portfolios. In practice the default 
correlation weight will be chosen to fit an event with strong ground motions (these are, after all, the only 
ones that will generate sufficient a volume of claims data to inform a correlation analysis). Since correlation 
will often be greater under stronger ground motions, the resulting correlation weight will likely be biased 
towards such events; and away from those with weaker ground motions. The correlation weight may 
therefore be overstated in regard to weaker earthquake events. Overstated correlation will lead to 
overstated standard deviation of the portfolio damage distribution and, ultimately, to an inflated lower 
tail to the earthquake damage distribution. 

(2) Sampling the damage distributions is another way to handle correlation of loss between buildings. One 
common way of doing this is to take a single sample from each building damage distribution, and then 
simply summing these to generate a total damage figure for the event as a whole. Such an approach 
directly reflects the inherent correlation of the damage quantile sample picks. In practice, model 
developers often steer the sampling to follow the PDF of the damage functions7. In effect this means that 
any inadequacies in the underlying damage functions will also be directly reflected in the samples taken. 
For example, damage functions in the intensity range MMI 6 – 7 are thought to have missing probability 
mass at zero and near-zero damage quantiles. This will be reflected in any sampling routine that uses the 
PDF of the damage function as a guide. This will result in samples being taken at higher damage quantiles 
than would otherwise be the case, leading to inflated event damage ratios. 

(3) Convolution combines the damage distributions without explicitly considering correlation, using an 
established signal combination algorithm. Convolution creates a ‘composite mixture’ distribution of 
multiple location-level damage distribution inputs. As such it will automatically inherit any deficiencies in 
the input distributions, such as lack of probability mass at and close to zero damage. If the original damage 
functions are biased away from zero or near-zero loss, then this will be propagated via convolution into 
the calculation of the event-level damage ratio. As such, convolution can be viewed as an accomplice, 
rather than a main cause, when considering the cause of inflation of smaller losses. 

This study examines the impact of all three correlation factors (outlined above) on the event-level earthquake 
damage ratio in order to determine whether any particular correlation method is more responsible than the 
others for promoting inflated losses. 

 

 
7 The PDF (probability density function) of the damage function is used to guide the sampling process. Samples closer to the mean are 
much more common than those at the extremities of the distribution. 
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4 Methodology 
4.1 Analysis Runs 

The analyses performed were split into two groups, 1 and 2 (Table 1). Group 1 analyses represent buildings 
exposed to MMI 6 – 7 intensity shaking. This emulates lower ground motions at the lower end of the damaging 
intensity spectrum; these dominate earthquakes most likely to contribute to the lower tail of the earthquake 
loss distribution. Group 2 analyses consider all buildings exposed to shaking intensities of MMI 6 and above. 
This represents earthquakes with stronger ground motions, as are likely to contribute to the upper tail of the 
earthquake loss distribution. 

Six analyses were run, three for each analysis group. Adjustment A1 represents an intermediate damage 
function adjustment, whilst A2 was the largest. The damage function adjustments are outlined in Section 4.3. 

Table 1. Summary of analyses performed in this study. See Table 2 for details of M1 to M4. 
Group ID Analysis Group Analysis 1: Original 

damage functions 
Analysis 2: 
Adjustment A1 

Analysis 3: 
Adjustment A2 

Aggregation 
Routine 

1 MMI 6.0 – 7.0 Unadjusted Adjusted (A1) Adjusted (A2) M1,M2,M3,M4 
2 MMI 6.0 – 8.5 Unadjusted Adjusted (A1) Adjusted (A2) M1,M2,M3,M4 

 
Each analysis examined the impact of applying damage functions (that had been adjusted to increase the 
probability mass at zero and near-zero damage) on the event-level portfolio damage ratio, using four different 
routines (M1 to M4) to aggregate8 the damage distributions up to portfolio level. This allowed the impact to 
be attributed to either damage function adjustment or aggregation routine. Aggregation routines M1 to M4 
are outlined in Table 2. 

Table 2. Description of aggregation routines used. Each analysis in Table 1 ran all of these methods. 
PDF = Probability Density Function; MDR = Mean Damage Ratio; SDR = Standard Deviation Ratio. 

Routine Name Description 

M1 
Parametric 
(published MDR 
and SDR) 

Unadjusted damage functions were represented using their published moments (MDR and SDR) and 
beta distribution shape parameters. Parametric correlation was used to combine them (Equation 1). 

In order to apply adjustments A1 and A2, these functions were represented as PDFs over 5,000 
discrete quantiles, rather than as continuous functions. 

M2 Parametric 
(1000 samples) 

Seeks to reproduce the damage function moments by taking 1000 discrete guided9 samples. Building 
damage distributions were aggregation by parametric correlation (Equation 1). 

M3 
Discrete sample 
(1 sample) 

Seeks to reproduce the damage function mean by taking only one guided sample per damage 
function. The samples are additive when converted to dollar values. Correlation was not explicitly 
considered10. 

M4 Convolution 
Convolution of damage distributions by facility class and across facility classes. Correlation was not 
explicitly considered11. Convolution is commutative so only one result (MDR, SDR) is calculated for the 
portfolio as a whole (it does not vary by simulation). 

 

4.2 Scenario Loss Model for 1994 Northridge 
The six analyses listed in Table 1 were applied to a repeat of the magnitude Mw6.7 Northridge earthquake, 
which affected the wider urban area of Los Angeles, California, in the early morning of January 17, 1994. 
Northridge was chosen because it was a pivotal event in the history of North American seismicity. Not only 
was it the last major earthquake to affect North America, it also led to formation of the California Earthquake 

 
8 Loss aggregation refers to the method used to aggregate losses from building or aggregate level up to the level of an event. 
9 The sample pick is guided by the PDF of the damage function being sampled. Picks closer to the median are therefore more likely 
than those at the extremes. 
10 Correlation will implicitly be ‘built in’ because the sampling is guided by the PDF of the damage function being sampled. Similar 
samples are likely to be taken for similar construction types; and dissimilar samples for different construction types. 
11 Again, correlation is implicitly ‘built in’ because different reinforced concrete facility classes at the same MMI show variable 
correlation of damage experienced. Damage ratios experienced can be similar, especially at lower intensities. 
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Authority and caused a significant revision of the California building seismic design code12. Figure 4 shows the 
USGS scenario shake map for this event. MMI 8.5 (severe to violent shaking) is the highest intensity in this 
scenario. Intensity contours are defined at MMI 0.2 intervals in the shake map. 

 
Figure 4. Modelled MMI 6.0 – 8.5 contours for the 1994 Northridge earthquake, from the USGS scenario shake map (© USGS). 

Urban areas are shown in grey. Labels show names of Counties. Urban area polygons from US Census Bureau (USCB) TIGER/Line 
shapefiles. Bathymetry and onshore relief from Natural Earth. Dotted lines show 3 nautical mile offshore limit in USCB data. 

The six analyses were performed using a bespoke Specific Scenario Loss Model (SSLM) coded in the statistical 
programming language ‘R’. Each analysis began by importing a predefined grid13 of locations representing 
urban areas of Los Angeles, Orange, Ventura and Kern counties falling within the MMI 6+ contours of the shake 
map (the intersection of the grey and yellow areas in Figure 4). MMI 6 is the lower damaging shaking intensity 
defined in ATC-13 (1985, 2002) for facility types in California. The SSLM then created a notional portfolio of 
buildings at runtime, with 32740 buildings falling within the intensity range MMI 6 - 7 and 45106 buildings 
across the event as a whole (intensity range MMI 6 – 8.5). Each building was allocated a fixed replacement 
cost and one of four reinforced concrete construction types (‘facility classes’), with likelihood following the 
proportions in Table 3. Reinforced concrete was used because it is the dominant construction type used in 
mid-rise14 (dominantly commercial or municipal) buildings in California. 

Table 3. Proportions of the four reinforced concrete construction types used in this study. 
ATC-13 

Facility Class 
Main Building Frame Lateral Load Resisting 

System (LLRS) 
Proportion 

4 Reinforced concrete frame Concrete shear wall + 
Moment Resisting Frame 

17% 

7 Reinforced concrete frame Concrete shear wall 73% 
19 Moment resisting ductile concrete 

frame 
- 7% 

 
12 In regard to the use of brittle welded connections in mid-rise, high-rise and tall steel framed buildings with moment resisting frames. 
13 Grid resolution was 0.0025 degree, ~ 280 metres. 
14 Mid-rise buildings are 4-9 storeys high, limited by 75’ height restriction (the maximum reach of a fire truck ladder). 
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Table 3. Proportions of the four reinforced concrete construction types used in this study. 
ATC-13 

Facility Class 
Main Building Frame Lateral Load Resisting 

System (LLRS) 
Proportion 

88 Moment resisting non-ductile 
concrete frame 

- 3% 

 

The SSLM then performed 10,000 different simulations of the 1994 Northridge scenario, each of which 
represented a randomly reordered configuration of buildings of the four reinforced concrete facility classes 
across the grid. The simulations ensured that the results of the study (and hence the conclusions drawn) are 
not dependent upon any specific building configuration with respect to the fixed MMI contours of the scenario 
shake map. The number of buildings within each MMI interval was however kept constant across all 
simulations to ensure that differences in numbers of buildings would not drive difference in the results. 

Finally, note that building age was not considered in this study. This is because ATC-13 (2002) recommends 
adding an MMI increment from +1 to -1 to differentiate between older and younger construction types, 
thereby adding (+1) or reducing (-1) average building vulnerability. To do this here would have caused 66% of 
the buildings in the MMI 6 – 7 interval to experience an MMI uplift of +1, which from a damage calculation 
perspective would remove them from this interval and cause them to suffer greater damage at a higher 
shaking intensity (in excess of MMI 7). This would make it much more difficult for the adjusted damage 
functions (with increased probability of zero and near zero damage) to have any meaningful impact on the 
overall damage ratio for this specific intensity range (MMI 6 – 7). In other words, to use age-differentiating 
MMI increments would ensure that there would be negligible impact caused by the damage function 
adjustments, thereby prejudging the conclusions of this study. 

4.3 Damage Function Adjustments 
The damage functions used were sourced from ATC-13 (1985, 2002). This library of damage functions was 
used because (a) it is in the public domain, (b) it was the only authoritative source of public damage functions 
available for a wide range of facility types at the time the original earthquake CAT models for California were 
created and hence would have informed the creators of the vulnerability modules of these models; (c) it has 
been widely used for PML analyses by structural engineers (ATC, 2002); and (d) it is still commonly used as a 
starting point for creating vulnerability modules for developing countries where no public libraries of damage 
functions exist. As a result, conclusions based on ATC-13 are viewed as useful pointers informing further 
research into more evolved sets of damage functions used in more recent CAT models. 

In keeping with the explicit guidance on the use of aggregate damage functions in ATC (2002), these functions 
were applied to aggregates of buildings in this study, rather than to individual buildings. This is appropriate 
when calculating ground-up damage because the results are commutative (i.e. the result will be the same 
whether the damage function is applied separately to hundreds of different buildings, or once to an aggregate 
of those buildings). This is not the case when dealing with insurance gross losses, since policy conditions vary 
by coverage, location, policy and account. In such cases they need to be applied to individual buildings. 

ATC-13 damage functions use beta distributions to represent the probability of damage at various damage 
thresholds (Figure 5). As noted in Section 3.2, these are unable to represent non-zero probability of zero 
damage. Adjustments were therefore made to the probability density functions (PDFs) of the ATC-13 damage 
functions to emulate estimated “missing” probability mass at zero and near-zero damage levels. Two 
adjustments were made (A1 and A2), which shifted the entire PDF to lower damage ratios in each case. These 
were applied to damage functions for all four facility classes used in this study, at six MMI 0.2 intervals between 
MMI 6.0 and 7.0. Adjustment A1 shifted the entire damage function at and above a damage ratio threshold of 
0.1% towards the zero damage threshold, whilst adjustment A2 did the same but using an upper threshold of 
0.2%. The probability mass eliminated by these actions (i.e. between zero and the damage ratio threshold, 
either 0.1% or 0.2%) was redistributed over the remainder of the adjusted damage function following the 
proportions of the remaining function. The resulting adjusted damage functions are shown in Figure 5. The 
small differences between the dashed and solid lines are well within the general uncertainty associated with 
these damage functions (i.e. they are likely to differ more substantially than this if a different group of 
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structural engineers developed them today, or if they were instead based on actual earthquake building 
damage data rather than expert elicitation). 

  
Figure 5. Original (solid line) and adjusted (dashed line) damage functions used in this study. These charts are for ATC-13 facility 

class 7, which comprises 73% of the building portfolio in this study (see Table 3). 
 
The ATC-13 facility class 4 damage function15 at MMI 6.0 was not adjusted in this study because the beta 
distribution shape parameters point to an ‘infinite’ probability mass lying just above zero damage (between 
zero and 0.02% damage ratio in this case)16. When this function is adjusted and the ‘removed’ probability 
mass17 re-distributed over the remainder of the curve, it caused the adjusted curves (A1 and A2) to plot 
virtually identically, with much heavier upper tails than the original curve (Figure 6), which is not possible in 
reality. As a result, the facility class 4 MMI 6.0 damage function was not adjusted. The infinite probability mass 
in this interval was instead capped at 100 times the largest non-infinite probability mass value. 

 
Figure 6. Original and adjusted damage functions at MMI 6.0 for ATC facility class 4. The original curve (black line) 
has infinite probability mass just in excess of zero damage, which when redistributed causes the adjusted curves 

(red and blue plot almost as one) to have much heavier tails than the original damage function. 
 
There were no issues with infinite probability mass at MMI 6.0 when adjusting the other three ATC-13 facility 
classes used in this study, hence these were adjusted as shown in Figure 7. 

 
15 Reinforced concrete shear wall with moment resisting frame, mid-rise. 
16 This reflects the existence in facility class 4 of a moment-resisting concrete frame, which together with the concrete shear wall 
construction means that such buildings are expected to have low vulnerability at MMI 6.0. 
17 Actually infinite, but in practice this was represented as 100 times the maximum probability mass in the function. 

ADJUSTMENT A1 
0.1% DAMAGE RATIO 

THRESHOLD 

ADJUSTMENT A2 
0.2% DAMAGE RATIO 

THRESHOLD 
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Figure 7. Original and adjusted damage functions at MMI 6.0 for ATC-13 facility classes 7, 19 and 88. 

See Table 3 for an outline of the ATC-13 facility classes. 
 

5 Summary of Results 
5.1 Impact of Damage Function Adjustments 

This section shows that the damage function adjustments A1 and A2 cause significant differences in mean 
damage ratio (MDR) in Group 1 analyses (MMI 6 – 7), but not in Group 2 (MMI 6 – 8.5). To recap, Group 1 
analyses are representative of shaking intensities of smaller earthquakes likely to dominate the lower tail of 
the earthquake loss distribution. Group 2 analyses are more representative of intensities found in earthquakes 
that dominate the upper tail of the loss distribution. 

Table 4 shows the impact of adjustments A1 and A2 for Group 1 analyses. MDR decreases with increasing 
adjustment (A1 to A2). The actual change observed was -4.2% to -4.6% for A1; and -7.8% to -8.4% for A2, 
depending on the aggregation routine used. The minor variation within these results (e.g. -4.2% to 4.6%) shows 
that the aggregation routine is much less of a driver in difference in MDR than the damage function 
adjustments themselves. 

Table 4. Average MDR impact for Group 1 analyses (MMI 6 – 7) across all 10,000 simulations. Impact is the difference between a 
particular field and the baseline case. M4 results are for one simulation only, as this does not vary by simulation. 

TRV = total replacement value of the portfolio exposed to this MMI intensity range. 

 M1 M2 M3 M4 
M1 
A1 

M2 
A1 

M3 
A1 

M4 
A1 

M1 
A2 

M2 
A2 

M3 
A2 

M4 
A2 

MDR (% of 
TRV18) 

1.869 1.869 1.869 2.133 1.783 1.783 1.783 2.044 1.712 1.712 1.712 1.967 

MDR impact (% 
change) 

    -4.59% -4.61% -4.61% -4.21% -8.37% -8.40% -8.40% -7.78% 

Impact baseline     M1 M2 M3 M4 M1 M2 M3 M4 

 
Table 5 shows results for Group 2 analyses. The MDR impact is only -1.1% to -2.1%, which is a fall of 75% to 
89% compared with Table 4. This is explained by the fact that, on average, the MMI 7 – 8.5 interval in the 
Group 2 analyses contributes three times as much damage that of the MMI 6 – 7 interval. The adjustments to 
the MMI 6 – 7 interval therefore have proportionally less impact on the portfolio damage ratio when all shaking 
intensities are considered (MMI 6 – 8.5). These results suggest that making damage function adjustments 
similar to A1 and A2 will have little impact on the upper tail, which is very much as expected. 

Table 5. Average MDR impact for Group 2 analyses (MMI 6 – 8.5) measured across all 10,000 simulations. 

 M1 M2 M3 M4 
M1 
A1 

M2 
A1 

M3 
A1 

M4 
A1 

M1 
A2 

M2 
A2 

M3 
A2 

M4 
A2 

MDR (% of TRV) 4.168 4.168 4.168 5.122 4.119 4.119 4.119 5.081 4.080 4.079 4.080 5.046 

MDR impact (% 
change) 

    -1.16% -1.17% -1.17% -0.81% -2.12% -2.12% -2.12% -1.50% 

Impact baseline     M1 M2 M3 M4 M1 M2 M3 M4 

 
18 TRV = Total Replacement Value. Total value of buildings exposed at MMI 6 – 7 (Group 1) and MMI 6 – 8.5 (Group 2). 

Facility Class 7 Facility Class 19 Facility Class 88 
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5.2 Impact of Correlation during Aggregation 

This section outlines the significant control of aggregation routine and correlation weight on the width of the 
portfolio-level damage distribution (PDD). To recap, building level damage distributions (or aggregates of 
buildings) are combined (aggregated) together to generate a PDD. Damage is represented as a distribution of 
possible values at each of these hierarchical levels (building, aggregate of buildings, portfolio) because there 
is uncertainty around the level of damage that could actually result, known as ‘secondary uncertainty’. A wider 
damage distribution at any of these hierarchical levels indicates greater secondary uncertainty and vice versa. 
The PDD in this study with the greatest secondary uncertainty was generated by aggregation routine M419 
(Figure 8 F) followed by M1 and M2 @ 20% correlation (Figure 8 B & D). Use of 0% correlation weight (M1, 
M2, Figure 8 A & C) and single sampling (M3, Figure 8 E) causes the least amount of secondary uncertainty. 

  
(A) M1 @ 0% correlation weight (B) M1 @ 20% correlation weight 

  
(C) M2 @ 0% correlation (1000 samples) (D) M2 @ 20% correlation (1000 samples) 

  
(E) M3 (Single samples)20 (F) M4 (Convolution) 

Figure 8. Portfolio damage distributions (PDD) for Group 1 analyses (MMI 6 - 7), using beta distribution shape 
parameters averaged over the 10,000 simulations. Shapes from individual simulations may differ slightly from 
these. A0 = original damage functions; A1 and A2 = adjusted functions. Charts for Group 2 analyses (MMI 6 – 

8.5) are similar, although the damage ratios are higher, and the adjusted curves are closer together. 

 
19 Some models are reportedly based on convolution (M4) but produce narrow damage distributions. These models are unlikely to use 
the standard convolution algorithm implemented in R; and may also have been calibrated to match 0% parametric correlation (M1). 
20 Aggregation routine M3: Each event is the sum of the damage samples of the building damage distributions. The distribution shown 
here is the distribution of the portfolio damage values, rather than the average standard deviation (SD), as there is no SD in M3. 
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This is important. A wider damage distribution will overlap (and hence contribute exceedance probability, EP, 
to) damage thresholds that would otherwise be untouched by a narrow damage distribution. This is illustrated 
in Figure 9, in which PDDs with greater secondary uncertainty reach higher damage ratios at the same 
exceedance threshold. Figure 9 clearly shows that increasing the correlation weight leads to increased 
secondary uncertainty in routines M1 and M2 (both of which rely on parametric correlation). 

  

  
Figure 9. Scenario exceedance frequency (EF) / damage charts for Group 1 and 2 analyses for aggregation routines M1 and M2, 
both of which use parametric correlation to aggregate the building damage distributions. EF was calculated as follows.  A single 

guided9 sample from each of the 10,000 PDDs (one per simulation) was evaluated against the array of damage thresholds and the 
EF calculated at each as the proportion of samples that exceed the threshold.  

 
These charts show that even the relatively slight adjustment (A2) made to the damage functions can have a 
significant impact that is felt across the entire PDD, even at its extremes, when correlation is positive. In vendor 
models that use positive parametric correlation during aggregation, damage function adjustment is therefore 
likely to impact the ‘EP with secondary uncertainty’ calculations. In this case, similar adjustments to those 
made here would be expected to reduce the loss at a given exceedance probability when secondary 
uncertainty is considered. The impact of damage function adjustment is larger in the shaking intensity interval 
MMI 6 – 7 than for the event as a whole (MMI 6 – 8.5) because of the additional damage contributed by 
intervals MMI 7 – 8.5 (see similar explanation of the impact on MDRs in Section 5.1). Finally, note that the 
difference between the red/ yellow and blue/ yellow curves at an EF of 1% (1 in 100) and less is due to rounding 
precision in ATC-13 (2002). The MDR and SDR published in the paper version of ATC-13 (2002) used in this 
study are shown at four decimal places and the shape parameters at only two. When these parameters are 
regenerated, they result in slightly differently shaped beta distributions21. 

 
21 The yellow curves are where the damage function beta distribution is created from the published shape parameters in ATC-13 (2002). 
The MDR and SDR were then recalculated as weighted values from the damage function PDF and the shape parameters recalculated 
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The narrowest and widest PDDs in this study were generated by routines M3 and M4, respectively (Figure 10). 

  
Figure 10. Scenario EF/ damage curves for aggregation routines M3 and M4, generated in the same way as in Figure 9. A2 is the 

largest damage function adjustment made in this study but is still relatively minor (see Figure 8). 
 
To recap, M3 takes a single guided sample of each building damage distribution and sums them to portfolio 
level, resulting in a single portfolio-level damage value per simulation. There is only one damage sample per 
building (aggregate of buildings in this case) and hence zero secondary uncertainty. The damage totals do vary 
slightly however, the distribution of which is what is represented here. This explains the sharp drop off of the 
M3 curves below and the very narrow distribution of damage values (Figure 8 E). A CAT model that relies on 
M3 ‘as is’ will generate an EP curve that effectively lacks secondary uncertainty and will not inflate any part of 
the loss distribution. Note that it is however possible for model developers to combine M3 with an assumed 
level of secondary uncertainty, for example by enforcing a 15% CoV. This could inflate the lower tail of the loss 
distribution if the CoV chosen does not vary by event and is too high for smaller loss events. 

M4 (convolution) combines the damage distributions of aggregates of identical buildings in proportion to the 
number of buildings affected, in increasing order of shaking intensity, using the standard convolution algorithm 
implemented in the programming language ‘R’. The resulting weighted damage distributions for each ATC-13 
facility class were then convolved together to generate the PDD of each simulation. The width of the PDD 
depends in part on the weighting applied, as well as the damage distributions themselves that are being 
combined. In this case, the number of buildings affected in each facility class/ MMI 0.2 band was used to 
weight the damage distributions being combined, without explicitly considering correlation between them. 
This ensured that a highly damageable damage distribution for 20 buildings received less weight than a less 
damageable distribution for 200 buildings, for example. This resulted in a relatively wide PDD. This would 
change if correlation were explicitly included in the weighting, however there are many different ways of 
developing such a weighting. This study used a simple, transparent weighting and as a result the convolved 
PDD is wide. It is not thought that any vendor model uses convolution with such a weighting, as this would 
inflate the model losses across the entire loss distribution. 

Aggregation routine and correlation weight are clearly very important factors determining the width of the 
PDD, which in turn is expected to largely determine the loss margin added by secondary uncertainty 
calculations in CAT models. The critical question here is therefore whether any routines and correlation weights 
are more or less likely to cause inflation of the lower tail of the earthquake loss distribution? 

- Least likely: M1 and M2 (both @ 0% correlation) and M3 heavily overlap and have the least overall 
secondary uncertainty, across all parts of the scenario EF/ damage curves (compare Figure 9 and 
Figure 10). These routines are therefore the least likely to inflate any part of the ‘EP with secondary 
uncertainty’ results in vendor models. This conclusion applies across the entire EP curve and is not 
specific to the lower tail of the loss distribution. Also note that the same conclusion could also apply 

 
using the updated MDR and SDR. The new shape parameters were slightly different from the shape parameters published in ATC-13 
(2002). The difference is ultimately attributable to the rounding precision in ATC-13 (2002).  
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to M4 (convolution) if the weights used are intentionally calibrated to minimize the secondary 
uncertainty, e.g. by using 0% correlation in the weighting during convolution. 

- Most likely: M1 and M2 with positive correlation weights have greater secondary uncertainty. This will 
impact the entire ‘EP with secondary uncertainty’ curve in vendor model results, with a higher EP at 
any given damage ratio than would otherwise be the case if 0% weight were instead used. Perhaps 
more importantly, there is also reason to suspect that any positive correlation weight applied would 
have a differential impact on the lower tail of the loss distribution, especially where a single global 
correlation weight is specified and is not sensitive to event22. This is because it makes sense in a model 
designed to estimate loss EPs at remote return periods to set such a weight to be appropriate for 
upper tail events. In the case of earthquake models, these will have strong ground motions (similar to 
or in excess of those of the Group 2 analyses in this study). Conversely, any such global correlation 
weight will be less suitable for earthquake events whose ground motions fall at the lower end of the 
damaging intensity spectrum (MMI 6 – 7, Group 1 analyses in this study), where greater independence 
of building damage behaviour is expected. Application of a correlation weight designed for upper tail 
events to lower tail events is likely to cause over-correlation, resulting in a PDD for lower tail events 
that is too wide and a margin in the ‘EP with secondary uncertainty’ calculations that is too large. This 
is a likely cause of inflation of the lower tail of earthquake loss distributions in CAT models that use 
parametric correlation-based aggregation routines (M1 or M2) with positive correlation weights. It 
could also apply in models that use routine M3 but also specify a fixed CoV (globally or by event) that 
is assumed rather than derived. 
 

6 What Does This Mean for Me? 
ü Damage function adjustments, aggregation routine and correlation weight chosen all appear capable of 

contributing to inflation of the lower tail of the earthquake loss distribution. 

ü Making small, justifiable adjustments to damage functions can reduce the mean loss of earthquake events 
that cause ground motions at the lower end of the damaging intensity spectrum (i.e. MMI 6 - 7). The size 
of the changes seen here (-4% to -8%; Table 4) exceeds the ± 2.5% tolerance limit commonly used for 
simulation error, which means that such differences will persist if CAT model results are re-simulated at 
this tolerance, as is done for internal model consumption or when generating alternative views of risk. 

ü Minor damage function adjustments are unlikely to have any real impact on events contributing to the 
upper tail of the loss distribution. The differences seen fall within the prescribed ± 2.5% tolerance limit 
and so will not be resolvable when CAT model results are re-simulated. There therefore appears to be little 
point in making upper tail loss reductions by means of fairly minor adjustments at the lower end of the 
damage functions used. 

ü The damage function adjustments made here likely fall within ‘reproduction error’ of the damage 
functions used (e.g. if the library of functions was created today by a different group of experts; if actual 
damage data was used rather than expert elicitation; and if greater precision was specified in the damage 
function parameters). This means that results calculated using the adjusted damage functions are 
defensible alternative modelling outcomes. On this basis, a generic conclusion is that mean losses of lower 
tail earthquake events could potentially be adjusted downwards slightly in vendor models. The actual 
adjustment made needs to be calibrated by model. 

ü Damage function adjustments can also impact the secondary uncertainty of portfolio damage distribution 
(PDD) (Figure 9). Adjustments similar to those used in this study are therefore expected to reduce the 
margin added during the ‘EP with secondary uncertainty’ calculations in vendor models. 

ü Choice of aggregation routine and correlation weight will influence the loss margin added during the 'EP 
with secondary uncertainty' loss calculations. It is therefore imperative to know which aggregation routine 

 
22 Some CAT models additionally vary the correlation weight by event, rather than using a single global value. Regardless, at the event 
level, all models apply the same correlation weight to all portfolios analysed, regardless of the suitability of that weight for the portfolio. 
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a CAT model relies upon; and if it is a parametric routine, what the correlation weight is and whether it 
applies globally within the model or if it varies by event. 

ü Differential inflation of the lower tail of the earthquake loss distribution is also likely to be driven by over-
correlation of building damage distributions in lower tail earthquake events with ground motions not well 
suited to the global correlation weight chosen for the model, which is likely to be calibrated to be best 
suited to earthquakes with strong ground motions, such as dominate the upper tail of the loss distribution. 
This is most likely to happen in models that use M1 or M2 with positive correlation weights, or M3 with 
an artificially enforced CoV. 

ü Parametric aggregation routines with 0% correlation weight (M1 and M2) are least likely to inflate losses 
across any part of the EP curve. This is also the case with M3, which does not explicitly consider correlation 
(see Section 5.2). 

 

7 Conclusions 
This study sought to determine whether missing damage function probability mass, aggregation routine and 
correlation weight are capable of causing differential inflation of portfolio damage ratios in events that are 
likely to contribute to the lower tail of the earthquake loss distribution. It confirmed that minor damage 
function adjustments, made to compensate for probability mass missing at and near zero damage, caused a 
4% - 8% reduction in MDR for a portfolio of buildings shaken at the lower end of the damaging intensity 
spectrum (MMI 6 – 7). Since such minor adjustments appear technically defensible, the MDR impacts observed 
are likely to be a reasonable alternative outcome of the modelling. 

This study also confirmed that the aggregation routine and correlation weight chosen by the model developer 
jointly exert a strong influence on the width of the portfolio damage distribution and hence the ‘EP with 
secondary uncertainty’ calculations in the model. Certain aggregation routines and correlation weights were 
identified as being more likely to differentially inflate the lower tail of the earthquake loss distribution. 

These conclusions support the premise that models contain biases introduced by the developer. These biases 
need to be corrected before we can confidently assert that ‘the model is right and we have simply been lucky 
to date’ in earthquake-prone territories where there is an apparent mismatch between the lower tail of the 
earthquake loss distribution and normalized historic loss experience. Further work is needed to flesh out how 
bias corrections could be implemented in vendor CAT model result frameworks in operational usage. 

 

8 Proposed Further Work on Model Bias Correction 
A publicly accessible method needs to be developed, for (a) identifying lower tail earthquake events based on 
loss contribution; (b) iteratively applying proposed adjustments to their MDRs and standard deviations to 
correct for the biases identified here; (c) regenerating the EP results and expected loss (AAL); and (d) 
quantifying the impact made by each such adjustment. This should be straightforward in an Event-Loss Table 
(ELT) and Year-Loss-Event Table (YELT) framework, given that standard deviations of loss are available by 
event. It is not straightforward however in the equally common Year-Loss Table (YLT) situation where event 
loss standard deviations are typically not available from the vendor model. An approach therefore also needs 
to be developed that enables similar bias corrections to be applied in this situation. 

In principle this adjustment framework could be made peril agnostic, i.e. it could also be constructed to work 
with atmospheric perils as well. Release of such a proof of concept into the public arena is expected to catalyze 
open debate around the important subject of ‘how to adjust models’; and to provide viable options for risk 
carriers and brokers to consider for implementation in their own modelling environments. 
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10 Annex 1 – MMI Intensity Scale 
MMI is the ‘felt’ shaking intensity at a given location, following the definitions in Table 6. The red box shows 
the range of MMI intensities considered in this report. 

Table 6. Modified Mercalli Intensity scale. The MMI range 6 – 8.5 used in this report is highlighted. 
Source: USGS https://pubs.usgs.gov/gip/earthq4/severitygip.html 

MMI Shaking Description 

V Moderate Felt by nearly everyone; many awakened. some dishes, windows broken. Unstable 
objects overturned. Pendulum clocks may stop. 

VI Strong Felt by all, many frightened. Some heavy furniture moved; a few instances of fallen 
plaster. Damage slight. 

VII Very strong Damage negligible in buildings of good design and construction; slight to moderate in 
well-built ordinary structures; considerable damage in poorly built or badly designed 
structures; some chimneys broken. 

VIII Severe Damage slight in specially designed structures; considerable damage in ordinary 
substantial buildings with partial collapse. Damage great in poorly built structures. Fall 
of chimneys, factory stacks, columns, monuments, walls. Heavy furniture overturned. 

IX Violent Damage considerable in specially designed structures; well-designed frame structures 
thrown out of plumb. Damage great in substantial buildings, with partial collapse. 
Buildings shifted off foundations. 

X Extreme Some well-built wooden structures destroyed; most masonry and frame structures 
destroyed with foundations. Rails bent. 

XI Extreme Few, if any (masonry) structures remain standing. Bridges destroyed. Rails bent greatly. 

XII Extreme Damage total. Lines of sight and level are distorted. Objects thrown into the air. 

 

11 Annex 2 - Glossary 
Table 7. Glossary of key terms used in this document. 

Term Meaning 
AAL Annualised Average Loss, same as Expected Loss on an annualised basis 
ATC Applied Technology Council 
CAT Catastrophe 
CAT XL Catastrophe Excess of Loss (reinsurance) treaty 
CoV Coefficient of Variation 
ELT Event Loss Table 
EP Exceedance Probability 
Expected Loss Average loss (or damage) expected, same as AAL 
Ground-up Original damage, without any insurance policy conditions applied 
MMI Modified Mercalli Intensity scale (see above) 
OEP Occurrence EP 
PDD Portfolio-level damage distribution 
PDF Probability density function 
YELT Year Event Loss Table 
YLT Year Loss Table 
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12 Legal Disclaimers 
12.1 THE LIGHTHILL RISK NETWORK 

The material and information contained in this report is for general information purposes only. You should not 
rely upon the material or information in this report as a basis for making any business, legal or any other 
decision. Whilst we endeavor to keep the information up to date and correct, the Lighthill Risk Network makes 
no representations or warranties of any kind, express or implied about the completeness, accuracy, reliability, 
suitability and availability with respect to the report. Any reliance you place on such material is therefore at 
your own risk. The Lighthill Risk Network will not be liable for any false, inaccurate, inappropriate or incomplete 
information presented. The Lightill Risk Network, LM01.01.02, 11-13 Weston Street, London, SE1 3ER, UK.  

12.2 APPLIED TECHNOLOGY COUNCIL (ATC) 
While the information presented in this report is believed to be correct, the Applied Technology Council 
assumes no responsibility for its accuracy or for the opinions expressed herein. The material presented in this 
publication should not be used or relied upon for any specific application without competent examination and 
verification of its accuracy, suitability, and applicability by qualified professionals. Users of information from 
this publication assume all liability arising from such use. Applied Technology Council, 201 Redwood Shores 
Parkway, Suite 240, Redwood City, California 94065, USA. 

12.3 CATRISX SERVICES LTD 
CATRISX SERVICES LTD (‘the company’) does not offer or provide financial advice. All views, comments, 
opinions, predictions, inferences and interpretations in this document are strictly those of the company and 
do not in any way constitute advice of any kind to the reader or to any third party and should not be interpreted 
as such. Any assessment, recommendation, prediction, suggestion or implication of risk is an expression of the 
companies’ opinion, is not a definitive statement of fact and is not to be relied upon in any circumstance, for 
any reason. Any decision to follow or rely upon any such suggestion, implication, recommendation or 
assessment of risk is entirely at the risk of the reader or third party, for which the company accepts no liability 
or responsibility. Whilst all reasonable care has been exerted in producing this document, the company does 
not provide the reader or any third party with a warranty as to its correctness. It depends on multiple external 
sources of data, information and knowledge which fall outside the company’s control. All such sources are 
used on the basis of ‘fair dealing’ (Sections 29 and 30 of the U.K. Copyright, Designs and Patents Act 1988), 
‘fair use’ (Section 107 of the United States Copyright Act); and equivalent clauses of international copyright 
agreements. Some of these sources include links to third party Internet web sites, which are provided in this 
document solely for the reader’s convenience. The company provides no warranties or representations 
regarding the content or security of any Internet web site which may be accessed by the reader by following 
these links. It also cannot accept any liability for any loss or damage caused or alleged to have been caused by 
use or reliance on these sources. Thank you for your understanding.  


